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Abstract

We propose a new technique for the identification of discrete-time hybrid systems in the Piece-Wise Affine (PWA) form. This
problem can be formulated as the reconstruction of a possibly discontinuous PWA map with a multi-dimensional domain.
In order to achieve our goal, we provide an algorithm that exploits the combined use of clustering, linear identification, and
pattern recognition techniques. This allows to identify both the affine submodels and the polyhedral partition of the domain on
which each submodel is valid avoiding gridding procedures. Moreover, the clustering step (used for classifying the datapoints)
is performed in a suitably defined feature space which allows also to reconstruct different submodels that share the same
coefficients but are defined on different regions. Measures of confidence on the samples are introduced and exploited in order
to improve the performance of both the clustering and the final linear regression procedure.

Key words: Nonlinear identification, hybrid systems, clustering, linear regression, classification.

1 Introduction

In this paper we address the problem of identifying discrete-time hybrid systems in the Piece-Wise Affine
(PWA) form. The class of systems admitting a PWA description is broad since PWA systems provide an
equivalent representation for interconnections of linear systems and finite automata (Sontag 1996), linear
complementarity systems (Heemels and Schutter 2000) and hybrid systems in the Mixed Logic Dynamical
(MLD) form (Bemporad et al. 2000a). In particular, the MLD representation is suitable to solve, through
optimization techniques, many analysis and synthesis problems like model predictive control (Bemporad and
Morari 1999a), state estimation (Ferrari-Trecate et al. 2001a), formal verification (Bemporad and Morari
1999b), observability, controllability and stability tests (Bemporad et al. 2000a, Mignone et al. 2000).

In Section 2 we introduce the class of input-output models that reflects the structure of a PWA system. Not
surprisingly those models are obtained by generalizing classical AutoRegressive eXogenous (ARX) models to
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Piecewise ARX (PWARX) models. PWARX models are obtained by partitioning the space of the regressors
in a finite number of polyhedral regions and by considering an affine submodel on each region. Therefore,
the identification problem can be formulated as the reconstruction of a possibly discontinuous PWA map
with a multi-dimensional domain.

In the past years, the Neural Network community developed algorithms to solve regression problems with
PWA maps. Among them, one may cite Breiman’s hinging Hyperplanes (Breiman 1993) and multilayer
neural networks with PWA activation functions (Haykin 1994). However all such algorithms focus on the
estimation of a continuous PWA function. A key feature of PWARX models is that the output-update map
can be discontinuous along the boundary of the regions. This is due to the fact that many logic conditions
can be represented through discontinuities in the state-update and output maps of a PWA system. To the
knowledge of the authors, regression with discontinuous PWA maps received very little attention so far. In a
very recent work (Groff et al. 2000) a regression problem with monodimensional PWA maps was considered
whereas a multilayer neural networks with logic gates was proposed in (Nakayama et al. 2000). Concerning
the identification of PWA systems, in (Skeppstedt et al. 1992) an algorithm based both on adaptive and
competitive learning for the on-line identification of PWARX models was proposed. However, its performance
strongly depends on the initialization and the values of many learning parameters whose choice is seldom
perspicuous. Finally, input signals that produce many consecutive switchings between different dynamics,
may prevent the algorithm from converging to sensible estimates unless a high number of datapoints is
employed. A similar drawback affects the identification scheme described in (Gelfand and Ravishankar 1993).
An off-line procedure for the reconstruction of a special class of PWARX models can be found in (Johansen
and Foss 1995) where a gridding procedure is exploited to find the regions of validity of each submodel.
The main limitation is that the estimated regions are constrained to have a rectangular shape and a good
approximations of more general domains can be achieved only by introducing an high number of small regions.
Also the procedure reported in (Heredia and Gonzalo 2000) and based on threshold decomposition techniques,
suffers from the same drawback. In (Bemporad et al. 2000b) the identification of PWA systems stemming
from the coupling of linear systems and continuous PWA output maps (Wiener models) is considered and
solved by recasting the identification problem in a Mixed Integer Quadratic Program. In this case, optimality
of the estimate can be proven, but since the number of the integer variables involved in the MIQP grows
polynomially with the number of data, (and Mixed Integer programming in known to be NP -hard in the
worst case), this procedure is practically applicable only when the number of data is very small.

The main difficulty in reconstructing discontinuos PWA maps is that estimation of the linear submodels
cannot be separated from the problem of classifying the data, i.e., of assigning each datapoint to the submodel
that more likely generated it. In order to achieve our goal, we exploit the combined use of clustering, pattern
recognition and linear identification techniques. The key idea of the algorithm, presented in Section 3, lies
in a procedure that reduces the problem of classifying the data to an optimal clustering problem.

Optimal clustering is known to be computationally hard (Duda and Hart 1973), and the common practice
is to resort to suboptimal but efficient algorithms like K-means (see (Duda and Hart 1973, Fritzke 1997)
for comprehensive reviews of various clustering techniques). However, all the classical procedures suffer from
two drawbacks: first, poor initialization allows the algorithms to be trapped in local minima, second, their
performance may be compromised by the presence of outliers. In Section 3.2, we propose a “K-means”-like
algorithm that exploits confidence measures on the points that have to be clustered in order to reduce the
influence of outliers and poor initializations. We also highlight the convergence properties of the algorithm.
Clustering is performed on suitably defined feature vectors that carry information both on the coefficients
and the spatial localization of the submodels. This allows to distinguish between submodels that share the
same coefficients but are defined on different regions.

Once the data have been classified, linear regression can be used to compute the final submodels. Anyway,
pure least squares regression is not the optimal choice since it is sensitive to outliers (Huber 1981) that
may be present because of classification errors. In order to alleviate this shortcoming, we employ weighted
least squares, using weights computed from the confidence measures on the feature vectors. Finally, in
order to find the shape of the regions, we exploit two classical techniques: The first is computationally
advantageous and is based on linear support vector machines (Vapnik 1998) but suffers from the drawback
that it is not guaranteed that the union of the estimated regions covers the entire set of possible regressors.
The second, computationally more demanding, avoids this problem by exploiting multi-category pattern
recognition strategies and robust linear programming ideas (Bennet and Mangasarian 1994). The estimation
of the regions and of the final submodels is described in Section 3.3. In Section 4 we consider the application
of our technique for the approximation of nonlinear dynamics with PWA models and describe it through
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an industrial example, namely the reconstruction of the primary current of transformers used in protection
systems. In Section 5 we discuss the proposed identification algorithm highlighting future research directions
and possible modifications in order to estimate also the number of submodels and the model orders from the
data set.

2 Problem statement

A PWA map is defined by the equation

f(x) =




θ′1

[
x

1

]
if x ∈ X1

...

θ′s

[
x

1

]
if x ∈ Xs

(1)

where X ⊂ R
n is a bounded polyhedron, {Xi}s

i=1 is a polyhedral partition 2 of X and θi ∈ R
n+1 are

parameter vectors. A PWA regression problem amounts reconstructing the PWA map f from a finite set of
datapoints (x(k), y(k)) generated by the model

y(k) = f(x(k)) + ε(k) (2)

where ε(k) are Gaussian independent identically distributed random variables with zero mean and variance
σ2.

When considering dynamic models, an input/output description of a multi-input single-output PWA system
(see (Bemporad et al. 2000a) for a definition) with continuous-valued inputs and outputs is provided by
Piecewise ARX (PWARX) models that are defined by the equation (2) where k is now the time index and
the vector of regressors x(k) is defined as

x(k) �
[
y(k − 1) y(k − 2) . . . y(k − na) u′(k − 1) u′(k − 2) . . . u′(k − nb)

]′
(3)

In (3), y ∈ R and u ∈ R
m represents the outputs and the inputs of the system, respectively, and na, nb are

the model orders. In this case, the bounded polyhedron X ⊂ R
n, n = na +m · nb is referred to as regressor

set. Note that PWARX models are a class of hybrid systems for which the switching law between the affine
submodels is specified by the shape of the regions {Xi}s

i=1. In view of the definition of the regressor vector,
it is clear that the identification of PWARX systems amounts to a PWA regression problem.

Throughout this paper we assume that N input/output data (y(k), x(k)), k = 0, . . . , N , have been collected.
Assumption 1. The data are generated from the PWA model (2) specified by the dimension n̄, the number
of submodels s̄, the parameter vectors {θ̄i}s

i=1 and the sets X̄ , {X̄i}s
i=1. Moreover, if the PWARX structure

is assumed, the true model orders are n̄a and n̄b.

Remark 1 If the data are generated according to Assumption 1 and n̄ [n̄a and n̄b for PWARX models],
s̄, X̄ and {X̄i}s

i=1 are known, the regression [identification] problem amounts to solve s̄ linear estimation
problems. In fact, since the sets X̄i are known, the vectors x(k) can be classified i.e. partitioned in s̄ sets Fi

according to the rule (x(k), y(k)) ∈ Fi if x(k) ∈ Xi. Then, the i-th submodel can be estimated by using the
datapoints in the set Fi.

The reconstruction of the map f becomes non-trivial if we do not know all the quantities mentioned in
Remark 1. In particular, the difficulty of the problem depends on which quantities are assumed to be known.
Assumption 2. The number of submodels s is given.

The number of models depends on the number of operative conditions in which the data are collected. For
instance, for PWARX models, one can collect data knowing in advance that the systems may only switch
between a normal and a faulty operating condition, i.e. s = 2. In this paper we first exploit Assumption 2
and in Section 5 we discuss how to estimate s from the data.

2 Each set Xi is a (not necessarily closed) convex polyhedron s.t. Xi

⋂Xj = ∅, ∀i �= j,
⋃s

i=1 Xi = X .
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Assumption 3. In the identification of PWARX models, the orders na and nb are fixed. If Assumption 1
holds, n̄a and n̄b are known and na = n̄a, nb = n̄b.

Assumption 3 is useful to discuss the property of the identified PWARX model, especially when Assumption 1
holds as well. For instance, consistency properties of ARX models are often proved in this scenario (i.e. the
true system belongs to the class of models considered (Ljung 1999)). However, in practice n̄a and n̄b are
seldom known and a large stream of research focused on the estimation of the sensible orders (Ljung 1999,
Söderström and Stoica 1989) of ARX models. Note that if n̄a and n̄b are unknown, also the dimension
n̄ = n̄a + n̄b of X̄ is unknown. This means that neither X̄ nor the partition X̄i, i = 1, . . . , s, can be assumed
as given in general. Assumption 3 will be used in order to focus on the peculiarities of the identification
of PWARX systems by avoiding the difficulties arising from the order estimation. Nevertheless, in order to
study the identification problem in a fair scenario, the regions X̄i are assumed unknown.

In PWA regression, the set X represents the region of validity of the model and can be assumed as given.
In PWARX identification, once na and nb are chosen, it is often possible to specify a candidate regressor set
X . In fact, the shape of X should reflect physical constraints on the inputs and the output of the system.
In practice, it is common to specify constraints in terms of box-bounds on each input/output sample or on
each input/output increment. For example, typical constraints on the output are

|y(t)| ≤ ymax, or |y(t+ 1)− y(t)| ≤ ∆ymax (4)

Then, it is easy to derive from (4) the explicit representation of the bounded polyhedron X where the
regressors lie.

3 The identification algorithm

Based on the previous discussion, the identification problem we consider reads as
Problem 1. Assume that the dataset S = {(y(k), x(k)), k = 0, . . . , N}, is generated according to Assump-
tion 1 and that Assumption 2 (and 3 in the case of PWARX identification) holds. Estimate the partition Xi,
i = 1, . . . , s, and the parameter vectors {θi}s

i=1 characterizing the PWA model (2).

The main difficulty in solving Problem 1 is that the estimation of the regions Xi cannot be decoupled from
the identification of each submodel. The algorithm we propose to solve Problem 1 exploits a combined use
of clustering, classification and linear regression techniques. More in detail, it is composed of six steps: build
small Local Datasets (LDs) from the original data; identify a parameter vector based on each LD; partition
the parameter vectors in s clusters; classify the original data; estimate the s submodels; estimate the partition
Xi, i = 1, . . . , s, by using a linear classification algorithm. Such a procedure will be illustrated by using the
following toy example.
Example 1. The data are generated by the PWARX system

y(k) =



[
1 2

] [
u(k − 1) 1

]′
+ ε(k) if u(k − 1) = x(k) ∈ X̄1 = [−4,−1][−1 0

] [
u(k − 1) 1

]′
+ ε(k) if u(k − 1) = x(k) ∈ X̄2 = (−1, 2)[

1 2
] [

u(k − 1) 1
]′
+ ε(k) if u(k − 1) = x(k) ∈ X̄3 = [2, 4]

(5)

where s̄ = 3, n̄a = 0, n̄b = 1, X̄ = [−4, 4], and the input samples u(k) ∈ R are generated randomly according
to the uniform distribution on X̄ .

The system and a data set of 50 samples with noise variance σ2 = 0.05 are depicted in Figure 1. Note also
that the first and the third submodels of (5) share the same coefficients but are defined on different regions.

The first step of the identification hinges on the observation that a PWA map is locally linear. Thus, small
subsets of points x(k) that are close to each other are likely to belong to the same region X̄i (Muselli and
Liberati 2000). For each datapoint (x(j), y(j)), j = 1, . . . , N , we build an LD Cj collecting (x(j), y(j)) and
the c− 1 distinct datapoints (x̃, ỹ) that satisfy

‖x(j)− x̃‖2 ≤ ‖x(j)− x̂‖2, ∀(x̂, ŷ) ∈ S\Cj . (6)

where ‖ · ‖ is the euclidean norm. Note that each LD Cj can be labeled with the point (x(j), y(j)) so defining
a bijective map between points and LDs. Moreover it may happen that different LDs Cj1 and Cj2 contain
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Figure 1. The PWARX system (5) (-) and the dataset (crosses)

the same points. The parameter c has to be fixed by the user and this is a “knob” of our algorithm that
can be adjusted. Some LDs will collect only data belonging to a single submodel (for instance the LD C1 in
Figure 1). Those LDs will be referred to as pure LDs. LDs collecting data generated by different submodels
will be called mixed LDs (like the LD C2 in Figure 1).

As it will be clear in the sequel, our procedure hinges on the property that the ratio between mixed and
pure LDs is small. The number of mixed LDs depends both on the sampling schedule in the X -space and
the choice of the parameter c (see Section 3.1). Concerning the sampling schedule, the algorithm gives good
results under the implicit assumption that the sampling in the X -space is “fair”, i.e. that the input is
persistently exciting and that the X -points are not all concentrated around the boundary of the sets Xi. In
fact, in the latter case it may happen that all the LDs Cj become mixed even if a large number of samples
belonging to each submodel has been collected. However, we point out that the problem of input design
for hybrid systems is quite difficult because all reachable modes have to be sufficiently excited. A thorough
characterization of such conditions will be considered in future research.

In the sequel, we will prove that, under mild assumptions, the ratio between mixed and pure LDs vanishes
asymptotically when the numberN of input-output pairs goes to infinity. Consider a PWA regression problem
and let Np(N) and Nmix(N) denote the number of pure and mixed LDs, respectively; thus, Np(N) +
Nmix(N) = N . Let S be the separation set of the partition {X}s

i=1, defined as

S =
{
x ∈ clXi

⋂
clXj : i �= j, i, j = 1, . . . , s

}

where clA is the closure of the set A.
Theorem 1. For a fixed c, if the datapoints x(k), k = 1, . . . , N , have been drawn independently from a
probability distribution P , acting on X , and P (S) = 0, then

lim
N→+∞

Nmix(N)/Np(N) = 0 almost surely.

Proof. The proof is reported in the Appendix.

We assume that c > n so that we can identify an affine model by using the samples contained in each LD.
For this purpose, we adopt least squares estimation. The vector of coefficients θLS,j estimated from the data
in Cj is computed through the well-known formula

θLS,j = (Φ′
jΦj)−1Φ′

jyCj
, Φj =

[
x1 x2 . . . xc

1 1 . . . 1

]′
(7)
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where xi are the vectors of regressors belonging to Cj and yCj
is the vector of the output samples in Cj . A

classical result in least squares theory ensures that if Cj is a pure LD, the estimated parameter vectors are
Gaussian random vectors with mean θr, being r the index of the submodel that generated the datapoints in
Cj . Moreover, the empirical covariance matrix of θLS,j can be computed as (Ljung 1999)

Vj =
SSRj

c− n+ 1
(Φ′

jΦj)−1, SSRj = y′Cj

(
I − Φj(Φ′

jΦj)−1Φ′
j

)
yCj

(8)

We also introduce the scatter matrices (Duda and Hart 1973)

Qj =
∑

(x,y)∈Cj

(x−mj)(x−mj)′, mj =
1
c

∑
(x,y)∈Cj

x, j = 1, . . . , N (9)

that measure the sparsity of the X -points in the LDs Cj .

Both V −1
j and Q−1

j are related to the confidence we should have in the fact that θj is derived by using data
belonging to a single submodel. In fact, the covariance of the θLS,j based on pure LDs depends only on the
noise level and is expected to be smaller than the covariance of the θLS,j based on mixed LDs (Ferrari-Trecate
et al. 2001c). The reason is that, in the latter case, a single hyperplane is fitted on datapoints generated by
at least two hyperplanes: If they do not coincide, Vj will also take into account the model mismatch that
increases the sum of the squared residuals SSRj . On the other hand, the confidence level on θj should also
depend on the sparsity of the X -points in the LD Cj . Indeed, scattered clouds of X -points are more likely to
belong to different submodels than dense clouds. Therefore the confidence level should be also proportional
to the “magnitude” of Q−1

j .

Consider now the feature vectors ξj = [(θLS,j)′,m′
j ]
′, ∀j = 1, . . . , N . Following the previous discussion we

can approximately model the feature vectors as the realization of Gaussian random vectors with mean ξj

and variance

Rj =

[
Vj 0

0 Qj

]
(10)

A scalar measure of the confidence level we assign to the point ξj is then given by

wj =
1√

(2π)2n+1 det(Rj)
(11)

that is the peak of the Gaussian centered at ξj and with covariance Rj .

If the data are corrupted by a small amount of noise, if c is small enough and the sampling schedule is “fair”,
a picture of the vectors ξj , j = 1, . . . , N , should show s major clusters and some isolated points, hereafter
referred to as outliers (Ferrari-Trecate et al. 2001b). In fact we observe that if two LDs Cj1 and Cj2 are pure
and collect datapoints belonging to the same submodel, then θLS,j1 and θLS,j2 should be similar (in the
limit case of noiseless data all such vectors coincide). The outliers correspond to feature vectors computed
from mixed LDs. However, the information provided by the θ-vectors alone may be misleading, since it can
also happen that the same vector of coefficients θ̄ characterizes submodels defined on different regions (as
the first and the third submodels in the Example 1). In this case the estimated θ-vectors collapse into a
single cluster. The separation of the corresponding feature vectors is achieved because of the vectors mj that
measure the spatial localization of the models based on the LDs Cj . Since the models are defined on different
regions, the mj vectors will be different even if the coefficients θLS,j are not. This fact can be noticed by
looking in Figure 2(c) at the plot of the vectors ξj obtained for the Example 1 with c = 6.

3.1 Tuning the parameter c

The parameter c should be suitably chosen in order to obtain non-overlapping clusters of feature vectors and
minimize, at the same time, the number of outliers. Consider the estimated parameter vectors θLS,j . If the
signal to noise ratio is high, even a low c would produce well defined clusters in the θ-space.

Moreover a low c means that (under the assumption of a “fair” sampling), the ratio between the number of
mixed and non mixed LDs is low and then the number of outliers in the feature space is low. For instance,
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(a) σ2 = 0.002

−5 0 5 10 15
−20

0

20
−4

−3

−2

−1

0

1

2

3

4

(θLS , j)
(θLS , j)

2

m
j

(b) σ2 = 0.02
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(c) σ2 = 0.05
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(d) σ2 = 0.2

Figure 2. Plots of the feature vectors for the PWARX system (5) for various noise levels and c = 6

from Figure 1 it is apparent that with c = 2 the number of mixed LDs is at most 4. Anyway, when the
noise level is not negligible, a low c produces poor estimates of the parameter vectors, i.e. estimates with a
high variance. Then, it may happen that the θ-components of different clusters of feature vectors become
overlapping, thus preventing a good partitioning of the feature vectors. In this case, the natural remedy is
to increase c. This fact can be noticed in Figure 2 where, for the toy example, plots of the feature vectors for
different noise levels are represented. In all the experiments the parameter c was fixed equal to 6. This value
is satisfactory when the noise variance ranges from 0.002 to 0.05 (Figures 2(a), 2(b) and 2(c)) but should
be increased when the noise variance is 0.2 (Figure 2(d)). On the other hand, if c is too large a high number
of mixed LDs (and then outliers in the feature space) will be generated. In the limit case c = N all the LDs
are mixed and all the θLS,j collapse in a single point, i.e. the single hyperplane fitting all the data.

Thus, in order to have well defined clusters, a good choice of the parameter c is always a trade-off between
the two phenomena described above. When a validation dataset is available, a sensible idea would be to tune
c with cross-validation techniques.

Finally, as the number N of data increases, it is sensible to choose c = c(N) growing moderately slow. In
fact, for c fixed and more points available, the matrices Vi become “bigger” due to the smaller variability
in the regressors. Therefore, the confidence measures wj computed on the basis of LDs in regions where the
regressors are concentrated will be small, even if the corresponding LDs are pure. This means that in the
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estimation of the final submodels (see Section 3.3) the well-classified points, could be downweighted by a
small wj .

3.2 Clustering the feature vectors

On the basis of the previous discussion, the next step of the algorithm is to cluster the feature vectors into
s disjoint subsets Di. For this purpose, in principle, any clustering algorithm can be used (see Duda and
Hart (1973) and Fritzke (1997) for comprehensive reviews) but the performance of classical algorithms is
often spoiled by the presence of outliers. Moreover, poor initialization lets many common procedures become
trapped in local minima. In our case we can exploit the measures of the confidence on each vector ξj in order
to alleviate these shortcomings. We consider the clustering cost functional

J ({Di}s
i=1, {µi}s

i=1) =
s∑

i=1

∑
ξj∈Di

‖ξj − µi‖2
R−1

j

. (12)

where µi are the centers of the cluster Di. The goal of optimal clustering is to find the subsets Di and the
centers µi that minimize J . However, in (Selim and Ismail 1984) it is shown that minimizing J amounts
to solving a nonconvex program for which local minima might exist. The usual practice is to resort to
suboptimal (but computationally fast) algorithms at the price of possibly converging to a local minimum
of J . The clustering technique we propose is a variation of the batch K-means algorithm (MacQueen 1965,
Bishop 1995, Fritzke 1997).
Algorithm 1.

1. Initialize the centers µ
(0)
i , i = 1, . . . , s, set r = 0 and compute the clusters

D(0)
i of feature vectors that minimize

J
(
{Di}s

i=1, {µ(0)
i }s

i=1

)
(13)

2. Update the centers by solving, for i = 1, . . . , s, the linear system


 ∑

j:ξj∈D(r)
i

R−1
j


µ

(r+1)
i =

∑
j:ξj∈D(r)

i

R−1
j ξj (14)

If it holds that J
(
{D(r)

i }s
i=1, {µ(r+1)

i }s
i=1

)
= J

(
{D(r)

i }s
i=1, {µ(r)

i }s
i=1

)
then set

D∗
i = D(r)

i ,µ∗
i = µ

(r)
i and exit; otherwise go to step 3

3. Compute the clusters D(r+1)
i of ξ-points that minimize

J
(
{Di}s

i=1, {µ(r+1)
i }s

i=1

)
(15)

If it holds that J
(
{D(r+1)

i }s
i=1, {µ(r+1)

i }s
i=1

)
= J

(
{D(r)

i }s
i=1, {µ(r+1)

i }s
i=1

)
then set

D∗
i = D(r)

i ,µ∗
i = µ

(r+1)
i and exit; otherwise let r = r + 1 and go to step 2

The main differences between Algorithm 1 and the classical K-means are the use of the matrices R−1
j as

distance measures for assigning the vectors ξj to the clusters D(r)
i (steps 1 and 3) and the formula (14) for

updating the centers µ(r+1)
i of the clusters. However, it is important to note that these modifications do not

spoil the computational efficiency of K-means. Moreover, as stated in the next theorem, Algorithm 1 enjoys
the convergence properties of K-means.
Theorem 2. Consider Algorithm 1. Then, the following facts hold:

(a) The sequence of values J(·, ·) generated by the algorithm is strictly decreasing;
(b) The algorithm terminates in a finite number of steps;
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Figure 3. Clustering of the features vectors ξj , j = 1, . . . , 50 with Algorithm 1. Clusters: triangle, diamonds, circles.
The crosses are the centers of each cluster.

(c) J ({D∗
i }s

i=1, {µ∗
i }s

i=1) is a (possibly local) minimum.

Proof. The proof is reported in (Ferrari-Trecate et al. 2000).

The use of the norms ‖ · ‖R−1
j

in (12) allows assigning little influence to the feature vectors based on mixed

LDs. Similar considerations justify the use of the matrices R−1
j in (14). Then, it is expected that the centers

µi will mainly depend on the feature vectors based on pure LDs. We can exploit the matrices R−1
j also to

provide a good initialization of the centers in step 1 of Algorithm 1. We suggest to randomly assign the ξj

vectors to s sets D(−1)
i (in a way so that each set collects approximatively N/s samples) and to compute the

initial centers µi as the weighted means of the elements in D(−1)
i , (i.e. by using formula (14) with r = −1). If

the number of feature vectors based on pure LDs is much larger than the number of outliers, it is expected
that, because of the implicit averaging in (14), the centers will be barely influenced by the outliers. In
practice, we noticed that this initialization procedure gives very good results compared to other common
strategies like choosing the centers randomly in the set of feature vectors. The result of Algorithm 1 applied
to Example 1 is plotted in Figure 3.

By using the bijective maps between feature vectors and X -points, the original data can now be classified.
In fact, each point ξj is associated with a single LD Cj that is labeled with the datapoint (x(j), y(j)).
Therefore we can form disjoint subsets Fi, i = 1, . . . , s, of S according to the following rule: if ξj ∈ D∗

i , then
(x(j), y(j)) ∈ Fi. The classified datapoints for the Example 1 are shown in Figure 4.

3.3 Estimation of the submodels and of the regions

Since the original data are now classified, it is possible to identify the final s ARX submodels. More precisely
the i-th submodel is estimated on the basis of the datapoints collected in the set Fi. Again one can use least
squares to accomplish this task. However, one of the main drawbacks of least squares lies in the sensitivity
of the method to outliers (Huber 1981) that may be present due to classification errors. We can reduce the
harmful effect of the outliers by using the confidence levels wj , computed via (11), in the weighted least
squares algorithm (Ljung 1999). Therefore, each vector θi is computed as the minimizer of

∑
(x(j),y(j))∈Fi

wj‖y(j)− θ
′
i

[
x′(j) 1

]′
‖2 (16)
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For the Example 1 we obtained the following estimates

θ′1 =
[
0.9738 2.0485

]
, θ′2 =

[
−0.9922 −0.0701

]
, θ′3 =

[
0.8673 2.4388

]

that provide a good approximation of the PWARX system (5).

Another possibility, for computing the final models, is to resort to robust regression techniques (Huber 1981)
that are less sensitive to outliers than least squares. In particular, when the number of outliers is a small
fraction of the points in Fi, robust regression procedures are expected to perform well even if the confidence
measures wj are neglected.

So far we have obtained an estimate of each affine submodel in the PWARX representation. The final step
is to obtain an approximation for the unknown regions {Xi}s

i=1. Since all the sets Xi are polyhedral and
convex, for each pair Xi, Xj , with i �= j, a separating hyperplane exists, described byM ′

ijx = mij and leading
to M ′

ijx ≤ mij when x ∈ Xi and to M ′
ijx > mij when x ∈ Xj . It should be noted however that some pairs

Xi, Xj may not be contiguous; consequently, the corresponding separating hyperplane M ′
ijx = mij does not

contribute to delimiting the regions Xi, Xj .

Once the available datapoints have been subdivided into the s subsets Fi, the reconstruction of the sets
{Xi}s

i=1 can be performed in two different ways. The first one consists in finding the hyperplane that separates
the convex hull of the points in Fi from that of the points in Fj , for any pair i, j with i �= j. This amounts
to solve s(s− 1)/2 pattern recognition problems through linear classifiers (Bishop 1995). According to basic
results in statistical learning theory (Vapnik 1998), a convenient way of accomplish this task is to employ a
Support Vector Machine (SVM) (Cortes and Vapnik 1995, Vapnik 1998) with a linear kernel. As detailed in
(Vapnik 1998), SVM classification amounts to solve a quadratic programming problem for which the number
of constraints scales linearly with the number of the datapoints. For details about the implementation of
SVM and their theoretical properties we defer the reader to (Vapnik 1998). In order to further reduce
the computational complexity, an alternative approach for constructing SVMs, which is based on linear
programming, can also be employed; the resulting method is sometimes called Robust Linear Programming
(RLP) (Mangasarian 1968, Bennet and Mangasarian 1994).

It is worth pointing out that, because of possible errors in clustering the feature vectors, the assumption that
there is a hyperplane separating the points in Fi from those in Fj , i �= j, may be violated. However, in such
a case, both SVM and RLP look for the separating hyperplane that minimizes the number of misclassified
samples.

Remark 2 Note that classification errors arise only when the sets Fi and Fj with j �= i are not linearly
separable. Since Assumption 1 holds, this means that there were errors in the clustering of the feature vectors.
In other words, the fact that the sets Xi are polyhedral and convex allows detecting a posteriori clustering
errors (that are likely to be caused by the coefficients based on mixed LDs). Then, in order to improve the
overall performance of the algorithm, it is possible to re-assign the misclassified points (x(k), y(k)) to the
sets Fi by using the identified submodels. For instance, statistical criteria such as Maximum Likelihood can
be used to attribute the misclassified points to the models that most probably generated them. Then, the
new datasets Fi can be used to re-estimate the regions.

The advantage of procedures for the estimation of each separating hyperplane is that they do not involve all
the data at the same time: It is enough to consider pairwise the set of datapoints Fi, Fj , i �= j. However one
major drawback of this method is that, when the regressor set has more than one dimension, the estimated
regions might not be a partition of X , i.e. it may happen that there are X -points that do not belong to any
region.

When the presence of “holes” in the model cannot be accepted, an alternative approach can be employed for
the reconstruction of the regions Xi. It consists in solving a multicategory classification problem involving
all the available data; Although classical SVMs and RLPs are not able to treat this kind of problems, their
natural extension to the multicategory case is proposed in (Bredensteiner and Bennett 1999). The resulting
methods are called Multicategory SVM (M-SVM) or Multicategory RLP (M-RLP), to stress their ability of
dealing with problems involving more than two classes. Quite notably, quadratic or linear programming are
still used for training the connectionist model.
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Figure 4. Classified datapoints (triangles, diamonds, circles) and estimated submodels (-).

For the Example 1, the following estimated sets, with the use of linear SVM, were obtained

X1 = [−4,−1.005], X2 = [−1.005, 2.1118], X3 = [2.1118, 4]. (17)

The final results of the identification algorithm are shown in Figure 4. Note that though the original function
is continuous at the point −1 (see Figure 1) a small discontinuity appears in the identified model.

4 PWA approximation of nonlinear systems: Example of an industrial transformer

The proposed identification technique can also be applied to approximate, in an automatic way, nonlinearities
via PWA models. A careful examination of the algorithm reveals that in this case the mismatch between
the affine submodels and the nonlinearities affects the estimated variances Vj associated to the parameter
vectors characterizing local submodels. Roughly speaking, it is expected that the matrices Vj will be “high”
if the LD Cj collects datapoints that are generated by a locally nonlinear model and then low confidence
(captured by the matrix Rj) will be assigned to the corresponding feature vector ξj . On the other hand, if
Cj groups together datapoints generated by a locally linear model, a high confidence will be associated with
the corresponding feature vector. Therefore, it is sensible that the algorithm will group together datapoints
that can be well described by a single affine submodel in the same subset Fi. The main differences between
our approach and others available in literature (for instance those proposed by Julian et al. (1998),Choi and
Choi (1994) and Choi and Farrell (2000)) are that the number of submodels is fixed (thus allowing to fix a
priori the model complexity) and discontinuous PWARX models are allowed.

We illustrate the performance of our algorithm in approximating nonlinear models through an example: The
modeling of a current transformer. A current transformer is characterized by its primary current i1(t) that
enters the primary circuit and is transformed in a secondary current i2(t) of lower intensity. When a current
transformer is employed in an industrial protection system, it is easy to measure the secondary current,
whereas it is difficult and costly to measure the primary current (Bittanti et al. 2001). Therefore, a model
of the transformer used for the reconstruction of i1(t) from i2(t) is needed. As discussed in Bittanti et al.
(2001), the modelling of an industrial transformer is difficult for two reasons: first, saturation and hysteresis
phenomena occur, second, the model should be simple enough to avoid high computational requirements
thus allowing to predict the primary current within a very short sampling time (Ts = 5 × 10−5 s. in the
experiment we considered).

The dataset, that comprise 400 measurements of the primary and secondary currents in normal operating
conditions (normalized with respect to the nominal current IN = 800 A of the transformer), is plotted in
Figure 5(a). As can it be noticed, the signal to noise ratio is high and the main difficulty in identification is
due to the strongly nonlinear behaviour.

We adopted a PWARX model with s = 5 submodels and two regressors: The secondary current and its
increment �i2(k) = i2(k) − i2(k − 1). With this choice, the output samples i1(k) (that are not measurable
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Figure 5. Identification of the current transformer: dataset and reconstructed model.

when the transformer is used in the protection system) do not appear as regressors and therefore the model
can be used for simulation purposes. The PWARX model is

i1(k) = aj,1i2(k − 1) + aj,2�i2(k − 1), if [i2(k − 1), �i2(k − 1)]′ ∈ Xj j = 1, . . . , 5. (18)

Physical considerations on the magnitude of the normalized secondary current and its increments suggest
using X = [−30, 30] × [−2, 2] as a regressor set. We found that the optimal size for the local datasets is
c = 12. However, the choice of c was not critical and very similar results can be obtained by choosing c
between 10 and 20. The identified submodels, the classified datapoints and the reconstructed regions are
plotted in Figure 5(b). It is worth mentioning that the final results were computed in about one minute on a
Pentium III 600 running Matlab 5.3. In Figure 6(a) both the predicted and the measured primary currents
are reported in the upper panel (the lower panel shows which submodel is active at each time instant). As it
can be noticed, the results are not satisfactory because of the chattering appearing when the current reaches
its maximum and minimum levels. Note that the chattering it is not due to the discontinuities of the PWARX
model, because it occurs even when no switch between submodels happens (as it can be seen from the lower
panel of Figure 6(b)). However this phenomenon has only high frequency components that lie outside the
bandwith of the primary current. Therefore, it is possible to use the PWARX model in cascade with a
lowpass filter in order to improve the quality of the predictions. The results, after filtering, are much more
satisfactory, as can be seen from Figure 6(b) where the filtered predictions obtained by using a validation
dataset are depicted.

In this example the use of the confidence measures in the clustering step was crucial. In fact, by using
the classical K-means algorithm instead of Algorithm 1, many datapoints were classified in a bad way so
compromising all the subsequent steps of the identification algorithm.

We compared our technique with the separable least-squares procedure reported in (Bittanti et al. 2001), by
exploiting perfect knowledge of the magnetization flux at the beginning of the experiment. The validation
results are plotted in Figure 7. As it is apparent, the accuracy of the PWARX model and of the model
reported in (Bittanti et al. 2001) are comparable. However, one should point out that the model of Bittanti
et al. (2001) is a gray-box model since it exploits the knowledge of the load resistance. Moreover, the structure
of the estimator is based on physical insights and uses the magnetization flux that is reconstructed through
nonlinear optimization techniques. Therefore, in the case of currents of high intensity, this model is expected
to have better generalization capabilities than the PWARX model.

One advantage of the filtered PWARX model is its simplicity. In fact both PWA maps and linear filters are
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(b) Validation results: predictions with filtering.

Figure 6. Performance of the algorithm. Reconstructed (dashed line) and measured (continuous line) primary current.
In the lower panel it is shown which submodel is active at each time instant.
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Figure 7. Comparison between the model identified according to the separable LS procedure reported in Bittanti et.
al (2001) (dotted line) and the identified PWARX model (dash-dot line). Continuous line: The experimental primary
current

suitable to be implemented with hardware components (Chua and Deng 1988) thus allowing the on-line use
of the current predictor even when the sampling frequency is very high.
5 Discussion and concluding remarks

As described in the previous Sections, the proposed algorithm is composed of various steps. In the following,
some alternative procedures for accomplishing each single task are discussed.

For the clustering in the feature space, we propose a modified K-means algorithm, although other procedures
can be considered to cope with the problem of ending in local minima. For instance, one can resort to
soft competitive clustering algorithms that are less sensitive to initialization (Fritzke 1997). However, such
algorithm must be adapted in order to cope with the presence of outliers. In order to improve the performance
of the clustering algorithm, it is also possible to exploit the measures of confidence on the feature vectors in
order to detect the outliers in the feature space, eliminate them from the set of feature vectors and eliminate
the corresponding datapoints from the clusters Fi. In fact, the clustering of the outliers may have a high
degree of uncertainty and classification errors may spoil the accuracy of the final classification procedure.
Once the submodels have been estimated, the neglected datapoints, (that provide a valuable information for
the determination of the regions) can be re-assigned, as proposed in Remark 2.

We assumed that the number of models s̄ is given. If it is unknown it should be estimated from the dataset.
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This can be done by adopting clustering algorithms where the number of clusters is not fixed a priori and is
automatically estimated such as the Growing Neural Gas (Fritzke 1997). However, as pointed out before, it
would be necessary to robustify such algorithms against the presence of outliers.

If the orders na and nb are unknown, we expect that their under/over estimation can be detected from
the fact that the clusters of feature vectors are not well separated. Under/over parametrization can be also
detected in a more conventional manner, namely by comparing the magnitude of the final parameter vectors
with their standard deviation.

Finally, it would be desirable to have bounds on the errors affecting the algorithm both in identifying the
submodels and in detecting the regions.
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Appendix

Proof of Theorem 1. For the Borel-Cantelli lemma (Dudley 1989) it is sufficient to show that the series

∞∑
N=1

Pr{Nmix(N)/Np(N) > ε} (19)

converges for any ε > 0, where the probability in (19) is defined on the set of possible samples {x(k)}N
k=1.

Now, denote with B(x, r) the ball

B(x, r) = {y ∈ R
n : ‖x− y‖ < r}

where x ∈ R
n, r > 0, and ‖ · ‖ is a norm inducing the usual topology in R

n (used to find the c − 1
nearest-neighbors composing each LD).

Since R
n is a separable set, a dense sequence {xk}k≥1 in S can be determined. Furthermore, the probability

measure P is countably additive; thus, we can find rδ > 0 such that

P


⋃

k≥1

B(xk, rδ)


 < δ

being

δ =
ε

6(1 + ε)
(20)

Denote with Aδ the complement R
n \ ⋃k≥1 B(xk, rδ); since the probability measure P is regular (Dudley

1989), one can find a compact Kδ ⊂ Aδ such that P (Kδ) > P (Aδ)− δ. Now, consider a finite covering of Kδ

with balls B(zi, rδ/2), for zi ∈ R
n, i = 1, . . . , b, being b the number of balls involved. If we remove from this

covering the balls having probability less than δ/b, the union of the remaining ones determines a set Dδ for
which

P (Dδ) > P (Kδ)− δ > P (Aδ)− 2δ > 1− 3δ (21)

Given N points in R
n, obtained through N independent applications of the probability P , denote with FN

the following event

FN = {At least one ball B(zi, rδ/2) in Dδ contains less than c points}
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Let N(A) be the number of points falling into a set A ⊂ R
n among the total N . Then, the probability

Pr{FN} verifies the inequality

Pr{FN} ≤ bPr {N(B(zi, rδ/2)) < c} ≤ b

c−1∑
k=0

(
N

k

)(
δ

b

)k (
1− δ

b

)N−k

since P (B(zi, rδ/2)) ≥ δ/b.

If B(N, p) is a binomial random variable, having distribution

Pr{B(N, p) < h} =
∑

0≤k<h

(
N

k

)
pk(1− p)N−k

the following upper bounds hold (Chernoff bounds (Devroye et al. 1979)):

Pr{B(N, p) < h} ≤ eh−Np−h log(h/Np) for h < Np (22)
Pr{B(N, p) > h} ≤ eh−Np−h log(h/Np) for h > Np (23)

Thus, we obtain

Pr{FN} ≤ b

c−1∑
k=0

(
N

k

)(
δ

b

)k (
1− δ

b

)N−k

≤ bec−Nδ/b−c log(cb/Nδ) (24)

Note that this probability vanishes when N increases indefinitely for any δ > 0, b > 0, and c > 0.

Now, the probability Pr{Nmix(N)/Np(N) > ε} satisfies the following inequality

Pr{Nmix(N)/Np(N) > ε}
= Pr{Nmix(N)/Np(N) > ε | FN}Pr{FN}+ Pr{Nmix(N)/Np(N) > ε | FN}Pr{FN}
≤ Pr{Nmix(N)/Np(N) > ε | FN}+ Pr{FN}

having denoted with FN the complement of the event FN .

Suppose that k points among the total N fall into X \Dδ; it can be easily seen that only these points can
be centers of mixed LDs. Consequently, Nmix(N) ≤ k and Np(N) ≥ N − k since Nmix(N) + Np(N) = N ,
whereas Nmix(N)/Np(N) > ε if k/(N −k) > ε. An upper bound for Pr{Nmix(N)/Np(N) > ε |FN} can then
be directly found by using (21):

Pr{Nmix(N)/Np(N) > ε | FN} ≤
∑

k/(N−k)>ε

Pr{N(X \Dδ) = k}

≤
∑

k/(N−k)>ε

(
N

k

)
(3δ)k (1− 3δ)N−k =

∑
Nε/(1+ε)<k≤N

(
N

k

)
(3δ)k (1− 3δ)N−k

since
k

N − k
> ε ⇐⇒ k(1 + ε) > Nε ⇐⇒ k >

Nε

1 + ε

By applying (23) and by employing expression (20) for δ we obtain therefore:

Pr{Nmix(N)/Np(N) > ε | FN} ≤ eNε/2(1+ε)−Nε log 2/(1+ε) = e
Nε
1+ε log(

√
e/2)

which can be substituted into (24) yielding the inequality

Pr{Nmix(N)/Np(N) > ε} ≤ e
Nε
1+ε log(

√
e/2) + bec−Nδ/b−c log(cb/Nδ)

Since the series of the terms at the right hand side converges, also (19) does, thus proving the assertion of
the theorem.
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